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Abstract. In this contribution we extend existing methods for head
pose estimation and investigate the use of local image phase for gaze de-
tection. Moreover we describe how a small database of face images with
given ground truth for head pose and gaze direction was acquired. With
this database we compare two different computational approaches for ex-
tracting the head pose. We demonstrate that a simple implementation of
the proposed methods without extensive training sessions or calibration
is sufficient to accurately detect the head pose for human-computer in-
teraction. Furthermore, we propose how eye gaze can be extracted based
on the outcome of local filter responses and the detected head pose. In
all, we present a framework where different approaches are combined to
a single system for extracting information about the attentional state of
a person.

1 Introduction

1.1 Motivation

Interaction between humans and computers is commonly restricted to typing on
a keyboard or pointing and clicking the mouse button. This type of interaction
is very unnatural for humans since human-human interaction is commonly based
on multi-modal interaction. For example, in a conversation auditory and visual
information is important to be interpreted properly in order to react to a dialog
partner. In such a conversation important visual cues can be facial expression,
head pose and particularly the eye gaze for getting feedback about the attentional
and mental state of a dialog partner [Emery, 2000].

1.2 Previous Work on Eye Gaze Estimation

One of the first applications that utilizes eye gaze as a computer interface was
developed by [Hutchinson et al., 1989] where computer users could interact by
directing their gaze to specific areas on the monitor. Similar to recent eyetracker
applications [Eyelink, 2006] their system requires infrared light to illuminate
the eye region. In general, state-of-the-art eyetracker applications are highly
accurate and reliable, however most of them require complex hardware (hel-
met with a mounted camera) or the user has to be in a fixed position (e.g.
with a chin chest). Other approaches which are not constrained by specific
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hardware, referred to as ’non-intrusive’ systems, have to compensate for mo-
tion affects of the user (e.g. by using tracking methods [Baluja and Pomer-
leau, 1994, Ji and Zhu, 2003, Zhu and Ji, 2005, Yoo and Chung, 2005]), though
they still employ active sensing tools (e.g. by illuminating the eyes with in-
frared light). In this contribution, we concentrate on purely vision based meth-
ods ([Steifelhagen et al., 1997, Heinzmann and Zelinsky, 1998]) where eye gaze
is estimated passively (i.e. without special illumination).

1.3 Combining Head Pose and Eye Gaze

There is a large amount of work present for the detection of head pose [Gee
and Cipolla, 1994, Krüger et al., 1997, Rae and Ritter, 1998, Wang et al., 2003]
and for eye gaze estimation, but there is only few work present where both
information, head pose and eye gaze are combined. For example, [Matsumoto
and Zelinsky, 2000] present a three stage system that combines head pose and
eye gaze information to accurately estimate a person’s point of attention. The
particular point of their system is that they use a 3D head model and a 3D
eye model to accurately detect head pose and eye gaze based on stereo vision.
However, our proposed methods are based on monocular images.

1.4 Overview

In this contribution, we focus on methods for the estimation of head pose and
eye gaze for human-computer interaction purposes. We compare two methods
for the estimation of head pose. (1) a view-based approach where a small set of
prototypical views of a head is used to determine the pose of a presented test
head [Krüger et al., 1997] and (2) a model-based approach where geometrical
information about the face is utilized to determine the head pose of a person
[Gee and Cipolla, 1994]. In addition to head pose, eye gaze is an important cue
for the detection of attention [Emery, 2000]. Thus, we present a novel method
that uses phase information of simple biological motivated filters to determine
the direction of gaze from a person.

2 Methods

2.1 Image Acquisition and Ground Truth Generation

We created a dataset of images showing different head pose / eye gaze condi-
tions acquired from 5 subjects. The procedure of acquiring the images was as
follows: we fixated a laser pointer on a tripod equipped with an angular me-
ter. The device was used to accurately attach marks to the walls in horizontal
steps of 10◦ ranging from −90◦ to 90◦ as shown in Fig. 1a. Then, a subject
had to sit on a swivel chair facing the camera. According to Fig. 1c, two clips
were used to mount the laser pointer on top of the subjects heads. To calibrate
the position of the laser pointer on the subjects heads the height of the chair was
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first adjusted so that the laser pointer was located at a level according to the
marks (the height of the marks was 140 cm; see Fig. 1b). Then, the subject
was told to look straight into the camera. Retaining this state, the position of
the laser pointer was corrected until the laser beam spot coincided with the 0◦

mark. After successful calibration, images with ground truth data of different
head pose/eye gaze configurations were recorded by asking the subject to align
the laser pointer spot to a specific mark on the wall (head pose) while focusing
another mark with the eyes (eye gaze). In this manner, 285 images from five
subjects were taken with a digital camera (Casio QV-5700, maximal optical
zoom to avoid perspective distortion effects).

Fig. 1. (a) shows the setup used for image acquisition. The distance between subject
and camera as well as the distance between the canvas and the subject was 190 cm. The
range between subject and the opposite wall was 500 cm. Three spotlights were used to
generate uniform background illumination and to prevent cast shadows. A laser pointer
was mounted on a tripod equipped with an angular dimension to mark positions on
the walls. These marks are later used to orient the head to a specific direction. (b) side
view of a subject during image acquisition. The height of the chair was adjusted until
the subject’s laser pointer was located at a height of 140 cm. (c) visualizes the fixation
of the laser pointer on the head of a subject.

2.2 Head Pose Detection

We compare two different computational approaches to determine the rotation of
the head around its vertical axis (yaw or heading), namely a view-based approach
and a model-based approach.

Our first method is a view-based approach which employs a simplified ver-
sion of Elastic Graph Matching (EGM) proposed by [Krüger et al., 1997]. Seven
images of different head poses from one individual (from −90◦ to 90◦ in steps
of 30◦ around the vertical axis) are utilized as prototype poses. On each image
we manually select 10 landmarks on the face covering the nose, eyes and mouth
in frontal view and also the ears in profile view (see Fig. 2a). The prototype pose
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Fig. 2. Labeled head for the view-based approach (a) and the model-based approach
(b). In the view-based approach we labeled 7 head poses from −90◦ to 90◦ in steps
of 30◦. Moreover, for each head pose we selected 10 facial features leading to different
graphs for each pose. On each node in the graph Gabor filter responses of different
orientation and scale are extracted. In the model-based approach the positions of the
eye corners and the mouth corners are manually labeled to determine the symmetry
axis of the head. Furthermore, the position of the nose tip is labeled manually. The
projected nose length n relative to the height of the face m gives information about
the pose of the head.

images were convolved using a family of 40 DC-free Gabor wavelets (5 frequen-
cies x 8 orientations). On each landmark the set of 40 complex Gabor coefficients
(Gabor jet) is extracted and stored together with the relative positions of the
landmarks. This is done for each pose leading to 7 prototypical pose representa-
tions (bunch graphs). To detect the position and pose of a novel face, the bunch
graphs are shifted over the new image while on each position in the image a sim-
ilarity value is computed by a normalized cross-correlation between the Gabor
responses stored in the graph and the present Gabor responses in the image.
The position of the face is determined by the location in the image with the
maximal correlation result. For pose estimation we consider the responses of all
prototype graphs at this location. Here, we fit a quadratic function onto the
prototype responses and determine the estimated head pose at the maximum of
this function.

The second method employs a model-based approach for the estimation of
head pose proposed by [Gee and Cipolla, 1994]. Here, we assume that localized
features, namely the corners of the eyes, the mouth and the nose tip have been
already detected in the image. As in the first approach we restrict the possible
movements of the head to rotations around the vertical axis. Under the assump-
tion of weak perspective projection described in [Trucco and Verri, 1998] the
distance n from the nose tip to the symmetry axis of the face relative to the
length m (height of the face) is proportional to the sine of the head angle (see
Fig. 2b). Thus, the head angle is computed by sin−1 of the projected nose length
n relative to the projected height m of the face.
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2.3 Detection of Gaze Direction

For the estimation of gaze direction we propose to employ Gabor filter responses
similar to the EGM method used for pose estimation. Here, we evaluate the
phase of Gabor responses [Gabor, 1946] in facial sub-regions around the eyes
[Langton et al., 2000]. The idea is that the iris region is always darker than the
remaining regions on the sclera (see Fig. 3; [Sinha, 2000, Langton et al., 2000]).
Thus, gradual eye movements imply a gradual change of the Gabor phase. There-
fore, we conclude that there exists a direct relation between Gabor phase and
eye gaze dependant on the head pose.

The phase representing the optimal Gabor pattern matching the underlying
image pattern at one specific location is described by Eq. 1:

phase = atan2(I ∗ Gsin, I ∗ Gcos) (1)

where I is the input image, ∗ is the convolution operator, and Gcos and Gsin are
the real and complex parts of the Gabor filter as follows (Eq. 2):

Gcos + iGsin = exp(i
2π

λ
x) exp(

−(x2 + y2)
2(0.45λ)2

) (2)

where λ is the Gabor wave length and x, y are image coordinates. Note that our
Gabor filters are self-similar which means that the number of wave cycles under
the Gaussian envelope function remains constant for values of λ.

Fig. 3. Gabor filters consist of a wave function multiplied with a Gaussian envelope. (a)
changing the phase of the wave function leads to different Gabor filter shapes. White
indicates positive filter components while black stands for negative filter components
(displayed are the real parts of the Gabor filter). (b) the filter that best matches the
underlying eye pattern determines the phase for a specific eye gaze direction. Note that
the phase is a circular measure which may lead to discontinuities when visualized in
Cartesian coordinates. To avoid discontinuities the phase is shifted for visualization
purposes where necessary.
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For the estimation of gaze direction we generate a lookup table describing
the relation between extracted image phase, gaze and head pose. This lookup
table (LUT) is then utilized to map the extracted phase to the appropriate gaze
direction for a given head pose1.

3 Simulations

3.1 Head Pose Estimation

For the view-based approach the prototype bunch graphs were obtained from
images of one person excluded from the test dataset as described in the previous
section (see Fig. 5). For the model-based approach the length of the nose relative
to the face length was measured manually for each person. Fig. 5 illustrates the
estimated pose for 19 presented head poses of one person ranging from −90◦ to
90◦. Despite that both approaches for pose estimation are rather simple in their

Fig. 4. Analysis of different Gabor filter proportions. The measure M (averaged over
all heads in frontal pose) is plotted across different Gabor filter sizes. High values of
M indicate phase linearity in combination with a high gradient of the phase. On the
right we show three Gabor filters of different size belonging to different positions in
the graph. The graph illustrates that there is an optimal Gabor filter size of about
20 pixels per cycle where slope and linearity of the phase are both high. As the filter
size increases more and more adjacent parts of the eye are covered by the filter which
results in a gradual drop of M towards zero. Note that the average width of the eye
region within the image was about 45 pixels.

implementation and that not much effort was put in training or calibration we
obtain results which allow to determine the horizontal head orientation up to an
accuracy of approximately 10◦. Our experimental investigations show that 75%

1 This operation requires a one-to-one mapping between gaze direction and phase for
each given head pose (compare section 3.2).
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Fig. 5. (a) shows the estimated head pose for one head using the view-based and the
model-based approach respectively. The grey line indicates optimal head pose estima-
tion. The result demonstrates that both approaches yield good estimation results for
presented head poses between −30◦ and 30◦. Results near −90◦ and 90◦ show sig-
nificantly higher errors for both approaches. (b) summarizes the distribution of the
error over all sample cases for both approaches (excluding the labeled head for the
view-based approach). In both cases 75% of the errors are smaller than 14◦.

of all estimated head poses over all tested input images are smaller than 14◦ for
the view-based method and smaller than 12◦ for the model-based approach (in
accordance with the investigations in [Gee and Cipolla, 1994]).

3.2 Eye Gaze Estimation

Gabor parameters. Given the head pose and the location of the eyes it is pos-
sible to investigate the properties of the phase of Gabor responses. To determine
the optimal wave length λ of the Gabor filter we introduce a measure M that
describes the quality of the Gabor filter for gaze estimation.

Fig. 6 exemplifies that a gradual change of the eye gaze direction leads to a
gradual change of the Gabor phase. Therefore, we conclude that a good choice
of the filter could yield a near linear dependency of the phase from the gaze
direction. Moreover, a large slope of the linear dependency helps to prevent am-
biguities in the mapping between phase and gaze. In other words, if the angular
distance between phases is very small (i.e. low slope) then the discriminative
power of the phase LUT gets lost. To investigate the phase linearity across eye
gaze direction we fit a linear function to the measured phases and consider the
sum of residuals as a quantitative measure for the linearity of the phase. Thus,
we define M as follows (Eq. 3):

M =
m2

1 +
∑

r2
i

(3)
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Fig. 6. (a) shows the average Gabor phase extracted from all heads (solid line) for
frontal head poses across different eye gaze directions (gaze angles are given in world
coordinates). Phase variances are smaller for central gaze directions than for peripheral
gaze directions. (b) shows Gabor phases (averaged over all heads) acquired from four
different head pose conditions reaching from -30 to 0 degrees. The extracted phases
suggest a linear relation between gaze direction and Gabor phase. Note that we place
the Gabor filters on the eye that is within the facial part of better visibility (the left
eye for negative head angles and the right eye for positive head angles).

where m is the gradient of the linear fit function and ri is the residual error.
M should be maximal if both conditions (linearity and large slope) are present
in the phase responses. In Fig. 4 we show M across different Gabor filter sizes.
Small Gabor filters (smaller than the eye region) produce phase discontinuities
resulting in a drop of M. Filter sizes in the proportion of the eye region lead to
maximal values of M followed by a gradual decrease of M for larger filter sizes.
We therefore set the size of our Gabor filters to 20 pixel per cycle for our images
(corresponding to the size of the eye; see Fig. 4b).

Gabor phase results and gaze estimation. Fig. 6a illustrates the phase
averaged over all heads in frontal head pose. The variance is very small when
the eye looks straight and increases gradually when the eye looks to the left or
to the right. Fig. 6b shows the extracted phase information for different gaze
directions and four different head poses. As expected, the outcome suggests
that for all presented head poses the phase can directly be mapped to the gaze
direction.

In line with perceptual investigations [Sinha, 2000, Langton et al., 2004] our
approach suggests that based on the head pose, the gaze can be determined by
the local distribution of luminance values within the eyes. Consistent with exper-
imental observation of [Gibson and Pick, 1963] the gaze direction is determined
by the eye pattern (the phase) relative to the face configuration (head pose).
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Fig. 7. (a) shows estimated eye gaze directions for one single head for three different
head poses. The gray line indicates optimal gaze estimation. (b) shows errors across
all heads for three different head poses (−30◦/0◦/30◦). Overall the results demonstrate
that in nearly all conditions 75% of the estimation errors are below 10 degrees. In frontal
head pose estimation errors are specifically low for 0◦ gaze direction (corresponding to
the mutual gaze condition).

Thus, Gabor phase responses are learned from one head by creating a simple
lookup table between gaze direction, head pose, and the extracted phase. For
a given head pose the gaze of a test face can now be determined by matching
the detected phase to the linearly interpolated phases in the lookup table. The
results are illustrated in Fig. 7a where we show the estimated eye gaze based
on the learned phases for one test head. Fig. 7b shows the gaze detection errors
for all test heads (excluding the head used for generating the LUT). Errors are
mostly under 10 degrees and are significantly small (almost zero) for frontal head
pose and straight eye gaze.

4 Discussion and Conclusion

In this contribution we describe how a database of images is generated showing
faces from different head poses with different gaze directions. In contrast to other
image databases [Phillips et al., 2000, Sim et al., 2003] our experimental setup
allows to provide a ground truth for both gaze direction and head pose. We
compare two approaches for head pose estimations and present how the gaze
direction can be extracted from the local phase of a given gray-level image of a
person’s face.

For gaze detection we present a quality measurement to determine the param-
eters of the employed Gabor filter. Our measurement is based on the linearity
and the slope of the relation between gaze direction and extracted Gabor phase.
Note that ambiguities between gaze configurations can occur if the complete
range of possible phases is covered by this relation caused by the circularity of
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the phase (e.g., −π = π, see Fig. 3). To take this into account we choose the
parameters of the Gabor filters so that the angular distance between minimal
and maximal detected Gabor phase is no less than π

8 .
We claim that all approaches for head pose estimation as well as for gaze

detection that we investigated here either utilize information that is represented
in the visual system or induce perceptual effects observed in experiments with
human observers. (1) The correlation of Gabor responses for head pose estima-
tion represents a pattern matching of filter responses similar to neural responses
of cells in early visual cortex [Hubel and Wiesel, 1968]. (2) The length or asym-
metry of the projected nose has a direct effect on the perception of the head
and gaze direction [Langton et al., 2004]. (3) The perception of the gaze direc-
tion is highly dependent on the luminance distribution of the presented face,
in particular the perceived gaze is inverted if the polarity of the image is in-
verted [Sinha, 2000]. Furthermore, the employed filter responses proposed for
gaze estimation are also expected in visual cortex [Langton et al., 2000].

Thus, we propose an extended framework in which all visual information de-
scribed in this contribution are merged to determine the facial configuration
concerning head pose and gaze direction. Particularly, we show how simple view
or model based approaches can be utilized for determining the head pose and
illustrate how gaze can be extracted in a framework for human-machine inter-
action.
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